
 
 

Chapter 2 
 
Background, Motivation, and Previous Work 
 
 
 This chapter provides the background and motivation for the approach to visual-

based information retrieval taken in this dissertation.  It also describes previous work that 

pertains to my approach.  The material covered in this chapter falls into 4 general 

categories: citation analysis, link analysis, association mining, and information 

visualization. 

 A typical example of visualization-based analysis of link structures is the analysis 

of citations in published works.  This early work has lead to the important co-citation 

relationship between documents, along with methods of clustering and visualizing 

document collections.  Citation analysis is described in Section 2.1. 

With the advent of the World Wide Web, much attention has been paid to link 

analysis.  This work has resulted in more sophisticated forms of link analysis, including 

methods of detecting and measuring various link structures.  Advances in link analysis in 

this context are covered in Section 2.2. 

 In later chapters, I will propose a novel type of analysis that is applicable to link 

structures.  This analysis is based on association mining of items that co-occur in 

transactions, taken from the field of data mining.  I describe the task of association 

mining for itemsets and fast algorithms for computing them in Section 2.3. 

 Methods of hypertext analysis yield structures and relationships that are generally 

quite complex.  The level of complexity can be overwhelming when these methods are 
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not supported with visualization strategies.  There has been a substantial amount of work 

in visual-based methods for information understanding.  Developments in information 

visualization that pertain to this dissertation are described in Section 2.4. 

 

2.1  Citation Analysis 

Researchers in science and technology expend a great deal of labor in 

understanding the complex relationships among documents in their fields of study.  This 

understanding is also critical for science and technology program managers.  For 

example, they may need to see the impact of a funded project on the scientific 

community, to detect emerging technologies, to determine the maturity of a field, or to 

access the cross-disciplinary nature of a work.  Achieving such an understanding of the 

literature is time consuming and labor intensive.  Moreover, managers are often 

responsible for projects in multiple areas of science, many of which are not their areas of 

expertise.  The needs of science and technology program managers are of particular 

importance to our research sponsor [OSTI00]. 

While it is often underutili zed, much can be learned through the analysis of 

document citations.  Citation analysis was pioneered in the late 1950’s, by Eugene 

Garfield [Garf79].  One of Garfield’s important early contributions is the “historiograph,” 

a visualization of the graph structure of document citations.  Figure 2-1 shows early 

examples of historiographs. 

In the early 1970s, Small introduced the idea of co-citations [Sma73].  A co-

citation is an association between 2 documents, meaning that they are both cited by some 

other document.  The number of co-citations for a given pair of documents serves as a 
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measure of similarity between them.  The application of co-citation document similarities 

reduces the complex graph of citations among documents to a simpler statistical 

summary, so that co-citation similarity serves as a compact representation of citation 

graph topology. 

Garfield later applied co-citation similarities for document cluster analysis.  That 

is, he computed disjoint sets (or clusters) of documents such that documents within 

clusters are more similar to one another than to documents outside clusters, with 

similarity being based on co-citation counts.  He then visualized clusters via “cluster 

maps,” which show documents within a cluster, with links between documents that are 

deemed sufficiently similar.  Figure 2-2 shows an example cluster map. 
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Figure 2-1: Garfield’s historiographs are a pioneering 
visualization of citation link structures. 

 

Garfield’s citation-based visualizations can show, for example, the historical 

evolution or intellectual structure of a discipline, core clusters within a discipline, or 

relatedness among disciplines.  Patterns within the structure of document citations may 
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also mirror larger events in society.  Analysis tools supporting such visualizations include 

hierarchical clustering, multidimensional scaling, and factor analysis. 

 

 

Figure 2-2: Garfield’s cluster maps for visualizing co-
citation based clusters of documents. 

 

 It can be difficult to anticipate the exact questions program managers or other 

workers may try to answer through the analysis of document citation structure.  However, 

it is possible to elaborate on some questions that are likely to be of general concern.  

These questions can then guide the design of a general framework for information 

retrieval based on citation analysis. 

 An example problem that may be of general concern is the abili ty to assess the 

relative maturity of an area of science or technology.  This may be deduced from the 

historiograph, a time-ordered graph showing the structure of document citations, and 

thereby the historical evolution of a discipline or set of disciplines. 
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Figure 2-3: Typical document citation structures for 
emerging, stable, and declining disciplines. 

 

Figure 2-3 shows typical historiographs for the cases of emerging, stable, and 

declining areas of study, respectively.  The nodes of the historiograph are documents.  

Their horizontal positions are determined by time of publication, while their vertical 

positions are arbitrary.  The edges of the graph are citations among documents.  While 

the graph is actually directed, edge directions can be inferred from the graph layout.  That 

is, time imposes an ordering of document nodes. 
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Figure 2-4: Citation structure of a discipline under the 
oscillating model. 

 

There is also evidence that some disciplines exhibit structural oscill ations between 

expansion and contraction [Smal93], as shown in Figure 2-4.  It has been hypothesized 
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that this corresponds to alternating periods of discovery and consolidation within the 

discipline. 

The idea is that disciplines tend to follow a general line of development or life 

cycle, beginning with a discovery that brings about a revolutionary paradigm shift.  This 

shift is then followed by a rapid expansion of papers exploiting the discovery.  Eventually 

a stable middle period is reached, which may be characterized for example by the 

appearance of review papers or a shift to applied science or technology.  At some point 

the discipline experiences decline, perhaps coinciding with a period of internal reflection 

or rebuilding.  Apparently in this later part of the life cycle new revolutions are more 

likely to occur, in which the cycle is restarted.  This oscill ation of disciplines is consistent 

with the idea of punctuated equili brium. 

 A central problem in citation analysis is to be able to determine clusters within the 

structure of document citations.  Clusters based on co-citations are known to generally 

correspond well with individual disciplines [Garf78].  Analysis of document clusters and 

their interaction over time yields insight into the evolution of science, both within and 

among disciplines.  Such analysis includes hierarchical clustering for determining 

cohesive document groups at various discipline scales, and spatial visualization of 

clusters via multidimensional scaling. 

The proliferation of electronic publishing has increased the rate of published 

documents, making the program manager’s job even more difficult.  There is also a large 

and growing body of unpublished “gray” literature, such as scientific databases and web 

documents.  Fortunately, electronic documents also provide the opportunity for 

computerized processing.  In the area of citation analysis, there exist databases of 
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scientific document citations.  These are exemplified by the Web of Science [WOS00], 

developed at the Institute for Scientific Information under Garfield’s guidance. 

The standard approach in citation analysis is to cluster documents within a 

collection, corresponding to various scientific fields.  Figure 2-5 shows an example of 

such citation-based clustering.  This type of clustering typically uses the frequency of co-

citation as a document similarity measure.  It considers documents in pairs, as is done for 

traditional graph-theoretic clustering algorithms in general. 
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Figure 2-5: Clustering of documents based on citation 
structure. 

 

Moreover, traditional co-citation analysis relies on simple single-linkage 

clustering, because of its lower computational complexity given the typically large 

number of documents in a collection.  Researchers concede a weakness in this single-

linkage clustering approach [Smal93].  The concern is with the possible “chaining” 

effect, in which unrelated documents get clustered together through a chain of 

intermediate documents.  Figure 2-6 shows an example of single-linkage chaining, in 

which 2 clusters merge by single co-citation link. 
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Figure 2-6: Example of chaining in co-citation single-
linkage cluster ing. 

 

Given the improved processing speeds of computing machines, it becomes 

feasible to apply stronger clustering criteria in citation analysis.  In later chapters, I 

propose a novel clustering approach involving higher-order similarities among 

documents.  That is, similarities for document pairs are generalized to include similarities 

among document triples, sets of 4, and so on, up to the full number of documents in the 

collection.  In other words, co-citation of a document pair is generalized to 3rd-order 

citation, 4th-order citation, etc.  This higher-order similarity admits a stronger clustering 

criterion in which a sufficient number of other documents must simultaneously cite a 

given set of documents for them to be considered a cluster. 

This new criterion is certainly stronger than single-linkage clustering, in which a 

document need only be sufficiently co-cited with a single member of a cluster to be 

included in that cluster.  It is an even stronger criterion than complete-linkage clustering, 
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the strongest of the traditional graph-theoretic clustering methods, in which a document 

must be sufficiently co-cited with all other cluster members to be included in the cluster.  

The key distinction is that here only document pairs are considered in the various co-

citations, versus the higher-order sets in our approach. 

Such a strong clustering criterion insures that documents within a cluster are 

directly rather than indirectly related to one another.  The resulting smaller, more 

cohesive clusters should better support micro-scale studies of document collections.  

Documents within these stronger clusters would also be more relevant to one another for 

the purpose of information retrieval. 

The stronger criterion allows a document to be simultaneously a member of more 

than one cluster.  We do not have clusters in the traditional sense of disjoint sets, but 

rather sets of documents that have been frequently cited together.  These potentially 

overlapping sets may better reflect the actual thematic content of the documents.  

However, their overlap leads to combinatorially exploding numbers of sets, which can 

disorient the user.  In later chapters, I propose an approach for overcoming this. 

 

2.2  L ink Analysis 

 Early research in information retrieval focused on word-based techniques for 

finding documents that are relevant to user queries.  Some early work also analyzed link 

structures of documents, usually collections of documents linked by citation.  But the 

proliferation of the World Wide Web has resulted in large numbers of hyperlinked 

documents, created by independent authors.  This has lead to the formation of the area 

known as link analysis within information retrieval. 
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 A Web hyperlink is a reference from one Web page to another, in which the 

selection of the reference on the referring page invokes the referred page.  While 

hyperlinks are sometimes mere navigational aids (such as providing quick access to the 

Web site’s home page), they generally refer to pages whose content supports that of the 

referring page.  Methods of link analysis thus assume that if pages are linked, they are 

more like to have similar content. 

 One of the better known applications of link analysis is the ordering of documents 

resulting from a user query.  There are two general approaches to link-based page 

ranking: query-independent ranking and query-dependent ranking.  Query-independent 

ranking attempts to measure the intrinsic quality of Web pages, independent of a 

particular user query.  Query-dependent ranking measures the qualities of pages in terms 

of their relevance to a given user query. 

 A popular query-independent measure of page rank is PageRank, developed by 

Brin and Page [Page98].  It applies the number of hyperlinks referring to a page as a 

quality criterion, but weights each hyperlink according to the quality of the referring 

page. 

PageRank is computed recursively, via 
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where ( )vR  is the PageRank for page v .  Here, the Web is modeled as a graph G  

containing a vertex for each page u , and a directed edge ( )vu,  if page u  links to page v .  

The number of vertices in G  is n , and ( )uoutdegree  is the number of graph edges 
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leaving page u .  The parameter d  is a dampening factor, usually set between 0.1 and 

0.2. 

 PageRank is known to generally work well in distinguishing between high and 

low quality Web pages.  Although no theoretical bounds are known for the number of 

iterations necessary for convergence, in practice less than 100 iterations usually suffice. 

 A popular algorithm for computing query-dependent page rank is HITS, 

developed by Kleinberg [Klei98].  The algorithm first generates a Web sub-graph known 

as the neighborhood graph, generated from an initial set of query-matching documents 

and those documents that are linked (in either direction) to the initial set.  Documents in 

the neighborhood set are then ranked by hub scores and authority scores.  Documents 

with high authority scores should have relevant content, while those with high hub scores 

should point to documents with relevant content. 

Hub and authority scores are computed recursively, as 
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Here, for page v , ( )vA  is the authority score and ( )vH  is the hub score, where ( )vu,  is a 

directed edge in the neighborhood graph G .  The intuition begins with the idea that 

pages with large in-degree might be good authorities, and pages with large out-degree 

might be good hubs.  Then under recursion, pages that are pointed to by many good hubs 

might be even better authorities, and pages that point to many good authorities might be 

even better hubs. 
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 Like for PageRank, the computation of hub and authority scores has no known 

bound on the number of iterations.  But in practice, the scores generally converge 

quickly.  The HITS algorithm does potentially suffer from a problem known as “topic 

drift.”  If the neighborhood graph contains pages that are not relevant to the query (via 

links to initial query-matching pages), they could be given high scores, despite the fact 

that they are irrelevant to the search topic. 

 Terveen et al define a link structure that groups together sets of related sites, 

known as the clan graph [Terv98].  For an n-clan graph, each node is connected to every 

other node by a path of length n or less, and all connecting paths go only through nodes 

in the clan.  Construction of the clan graph tends to filter out irrelevant sites, and 

discovers additional relevant ones.  It is reported to be robust with respect to “noise” in 

the form of off-topic pages in the initial set. 

 Mukherjea et al describe a link structure called pre-trees, and apply the structure 

to visualization of the Web [Mukh94a][Mukh94b].  Pre-trees are generalized trees in 

which there is a root node, but children need not be trees – they can be arbitrary graphs 

(called branches).  Branches are restricted to having no links between them.  While not 

originally called such, the pre-tree data structure has traditionally been applied in top-

down clustering [Hart75].   

 Mukherjea et al apply pre-trees to induce hierarchies in Web graphs, then 

visualize the resulting hierarchies.  Their algorithm identifies potential pre-trees through a 

combination of content and structural analyses.  It then ranks the pre -tree via a metric that 

includes measures of information lost in forming the pre-tree, how well pre-tree branches 

approximate actual trees, and how well the choice of root yields a shallow tree. 
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2.3  Association Mining 

 In subsequent chapters, I propose a generalization of co-citations that extends 

them from a relationship between 2 documents to a relationship among any number of 

documents.  Interestingly, this higher-order extension is equivalent to “ itemsets supports” 

in the field of data mining [Rysz98].  In data mining, methods of machine learning are 

applied to databases to discover novel, interesting, and sometimes surprising pieces of 

knowledge.  Data mining is best known for its financial applications, such as marketing, 

investing, and risk assessment for credit or insurance. 

An important part of data mining is forming association rules among items in the 

database.  Associations are computed directly from itemset supports, which depend on 

the simultaneous occurrence of items within database transactions.  Association mining is 

perhaps best known for its application to market purchases, the so-called “market basket” 

problem.  The associations are made among market items based on how frequently they 

are purchased together. 

An analogy can be made between market purchases and document citations.  The 

market items are analogous to documents, and the purchase of items is analogous to the 

citation of documents.  Thus association mining is applicable to citation analysis, forming 

associations among groups of documents that are frequently cited together.  This mining 

would enhance understanding of the structure of document citations, making explicit 

those associations that may otherwise go unnoticed.  Additional insight could be gained 

by forming citation associations at levels other than individual documents, for example 

authors, publications, institutions, or countries. 



24 

The analogy between market purchases and document citations is not perfect.  In 

the former, the entities making purchases (people) are distinct from the entities they 

purchase (items), whereas in the latter there is no such distinction (they are all 

documents).  In the case of citations, there thus exists certain kind of symmetry in which 

clustering may be applied to either citing or cited documents.  This is equivalent to the 

symmetry between co-citations and “bibliographic coupling” within traditional citation 

analysis [Garf79]. 

 An argument has been made against the application of association mining for 

dynamic environments such as the World Wide Web.  The concern is that to insure 

updated results, the mining would need to be completely redone whenever the data items 

change.  A data structure has been proposed to address association mining in dynamic 

environments, called the itemset tree [Hafe99]. 

 Rather than re-computing itemset supports after database changes, supports could 

be stored, then updated with the new information.  This trades time complexity for space 

complexity.  However, the lattice of itemset supports potentially grows exponentially 

with respect to numbers of item sets.  The itemset tree provides for the storage of itemset 

supports, but has lower space complexity than the itemset lattice.  The structure 

eliminates the need for accessing the full database when new transactions (e.g. document 

citations) are added, though with some overhead for inserting new transactions. 

 An important part of association mining is the computation of all i temset supports 

that exceed a given threshold, i.e. the frequent-itemset problem.  This is a critical 

problem, since association rules are computed directly from supports, and more frequent 

itemsets represent those with stronger associations. 
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The frequent-itemset problem is generally considered to be the computational 

bottleneck in association mining, because of the complexity of the itemset lattice.  

Efficient algorithms have been proposed than retain the exponential worst-case 

complexity [Agra94].  However, they have been shown empirically to scale linearly with 

problem size.  New classes of document distances that I propose in later chapters are able 

to take advantage of these fast algorithms for computing frequent itemsets. 

 

2.4  Information Visualization 

Because of the complexity of document citations and their associations, 

visualization becomes critical.  A traditional approach, developed by Garfield [Garf79], is 

to embed documents or document clusters as points in a plane.  The embedding 

algorithms attempt to preserve the original citation-based similarities among documents, 

which are interpreted as Euclidean distances in the plane.  The resulting display for a 

given cluster of documents is a “cluster map,” reminiscent of a 2-dimensional scatterplot.   

My new approaches to document visualization maintain this embedding of 

documents or document clusters within a plane, at least as an initial step.  I point out that 

this is merely a mechanism for inducing spatial coordinates upon (or “spatializing”) 

inherently non-spatial data.  Such spatialization is common in the emerging field of 

information visualization [Card99], which was pioneered by Edward Tufte [Tuft91]. 

A recent development in citation analysis is to visualize the minimum spanning 

tree among documents [Chen99a][Chen99b].  The tree shows the minimal set of essential 

links among a set of documents, with respect to co-citation based distances.  

Spatialization of the minimum spanning is accomplished through a heuristic that models 
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repulsive forces among tree vertices and springs for tree edges, known as a force-directed 

approach. 

The minimum spanning tree is interpreted as a network of influences among the 

documents, with highly influential core documents in the center and the emerging 

research front on the edges.  Branches in the network correspond to bifurcations of ideas 

in the evolution of science.  Chen’s minimum spanning tree network of influence is 

shown in Figure 2-7.  Figure 2-8 shows Chen’s StarWalker VRML application for Web-

based navigation of the influence network. 

 

 

Figure 2-7: Chen’s visualization of author influence 
network. 

 

In my work, I retain the visualization of minimum spanning tree, including a 

force-directed approach for spatialization.  But I extend the minimum spanning tree 

visualization in a number of ways.  For example, I propose showing clusters explicitly in 

the visualization, by retaining only tree edges among cluster members.  When this is 
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based on the application of a threshold distance to edges induced by the force-directed 

spatialization algorithm, the result is a new type of clustering.  Clusters are oriented to 

highly influential documents, and highly influential documents themselves are placed in 

separate clusters.  I also extend the visualization by highlighting association mining 

document itemsets (for identifying significant document associations) and including text 

for document nodes (as an aid to information retrieval). 

 

 

Figure 2-8: Chen’s StarWalker VRML application for 
navigation of influence network. 

 

 Another extension I propose for the minimum spanning tree is inspired by the 

“ThemeScape” visualization developed at Pacific Northwest Laboratory [Wise95], shown 

in Figure 2-9.  This method of information visualization estimates the density of 

document points in a scatter plot, where distances are obtained from text analysis.  The 

visualization resembles a landscape, in which peaks correspond to clusters of documents, 

and valleys correspond to the distances between them.  Visualizing the document 
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landscape helps one understand the density structure of a collection directly, rather than 

having to infer it from the document points. 

 

 

Figure 2-9: Visualizations of document collections from 
Pacific Northwest Laboratory: Galaxies 
scatter plot and ThemeScapes document 
landscape. 

 

While the ThemeScape visualization has been applied to text analysis, I propose 

for the first time its application to citation analysis.  In particular, I apply it as a 

visualization of the minimum spanning tree, with distances computed from co-citations.  I 

extend the standard ThemeScape visualization by embedding the tree vertices and edges 

within the density landscape surface.  This allows a direct three-dimensional interaction 

with the document points, while the landscape surface provides depth cues that alleviate 

the disorientation typical of visualizing points in three dimensions. 

Moreover, I extend the ThemeScape so that the landscape density surface can be 

visualized at a variety of spatial resolutions [Noel97].  At lower resolutions, the 

landscape features are larger and smoother, corresponding to higher-level clusters.  At 

higher resolutions, the larger features resolve into smaller ones, corresponding to lower-
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level clusters.  This is analogous to hierarchical clustering, where the level of resolution 

is analogous to the clustering threshold. 

 Hendley et al have proposed the visualization of Web pages in three dimensions 

[Hend95].  That is, coordinates are induced for the vertices corresponding to individual 

pages, through an iterative process that simulates a physical system of springs 

corresponding to graph edges.  Here the edges represent actual Web hyperlinks.  In 

contrast, my approach is to visualize the minimum spanning tree resulting from co-

citation similarities based on the actual hyperlinks.  The Narcissus visualization is shown 

in Figure 2-10. 

 

 

Figure 2-10: Narcissus visualizes Web links directly, 
rather than employing measures of page 
similarity derived from link information. 

 

 Utili zing a 3rd spatial dimension improves the abili ty to generate vertex 

coordinates under a force-directed graph layout algorithm, since it is easier for vertices to 
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move pass one another.  However, such three-dimensional visualizations are known to 

potentially disorient the user, particularly for graph visualizations. 

An important idea in modern information visualization is known as 

“Focus+Context.”  The idea is that the user should be able to focus attention on a portion 

of the visualized space, with the remaining space being de-emphasized but included as 

context.  This is often accomplished by a nonlinear conformal mapping of the space 

being visualized, with under interactive control.  The conformal warping is designed so 

that a specific portion of the space is exaggerated, to provide focus. 

 

 

Figure 2-11: InXight’ s hyperbolic lens visualization for 
Focus+Context. 

 

One of the better-known examples of Focus+Context distortion is Site Lens, 

developed at Inxight.  Site Lens employs a mapping from a rectangular to hyperbolic 

space [Lamp95], which inherently has a focus point.  Site Lens is shown in Figure 2-11.  

Munzner has proposed a three-dimensional generalization of the hyperbolic lens 



31 

[Munz95][Munz97], shown in Figure 2-12.  Such Focus+context techniques are 

complementary to the approach I take in this dissertation, in that they could be applied to 

any of my proposed visualizations. 

 

 

Figure 2-12: Munzner’s 3-dimensional generalization of 
the hyperbolic lens visualization. 

 

 Another important idea in information visualization is the dynamic view, in which 

the display changes in response to user action, for example by movement, distortion, or 

culli ng.  An example of dynamic view that is particularly applicable to the work in this 

dissertation is the cone tree visualization [Robe91], developed at Xerox PARC (Palo Alto 

Research Center).  The cone tree is a 3-dimensional tree for visualizing hierarchies, as 

shown in Figure 2-13.  The tree rotates in order to bring forward selected nodes, thereby 

providing focus.  The tree can also be culled either automatically or manually, to include 

only tree subsets of interest.  The cone tree could be included as a component of the 

visualization of hierarchical clusters that I propose in later chapters. 
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Figure 2-13: The cone tree for visualizing hierarchies, 
developed at Xerox PARC. 

 

 

Figure 2-14: Butterfly user interface for searching 
citation links, developed at Xerox PARC. 

 

Mackinlay et al have developed the innovative Butterfly visualization for 

searching citation links [Mack95], shown in Figure 2-14.  A current document appears in 

the center of focus as the butterfly “body.”  Documents that cite and are cited by the 

current document for a given are visualized as separate butterfly “wings.”  The system 

also includes the automatic creation of citation graphs from database records, 
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asynchronous query processes to help alleviate user waiting, and embedded process 

control to provide fine control of focus. 

While the Butterfly system visualizes citations for a single document only, my 

approach visualizes any number of documents simultaneously.  Thus Butterfly is 

intended for small-scale interaction with document collections.  In fact, a Butterfly-type 

approach could be added to the visualizations I propose in later chapters, as a method of 

navigation. 

 This chapter has given background and motivation for the approach I take to 

visual-based information retrieval, and has described related work.  In the next chapter, 

introduce the idea of higher-order citation analysis, and its application to the visualization 

of document clusters. 

 

 


